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Deep Learning: Recap
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Deep Learning: Recap
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Deep Learning: Recap

Won the 2012 ImageNet LSVRC [Krizhevsky, Sutskever, Hinton 2012]
Error rate: 215% (top 5), previous state of the art: 26% error.

650K neurons, 832M synapses, 60M parameters.
= 95% of weights in fully connected, 5% in conv.
= 95% computations in conv, 5% in fully connected.
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Deep Learning: Recap
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Deep Learning: Recap

Won the 2014 ImageNet LSVRC
(~6.6% Top-5 error)

= More scale invariance (inception block).
= Small filters.

= Deep.
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Recap

Deep Learning
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Recap

Deep Learning
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Deep Learning: Recap

Won the 2015 ImageNet LSVRC (3.57% ensemble Top-5 error).
Identity + residual (~automatic detection of required layers’ number).
Ultra-deep (152 layers, 1202 for CIFAR-10).

64-d 256-d
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similar

all-3x3 complexity bottleneck
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Style Transfer: Main Question

Can we separate content & style of
arbitrary chosen image?



ain Question: Short Answer




Ok. But how?

e Literature review:

L. A. Gatys, A. S. Ecker, M. Bethge - «A Neural Algorithm of Artistic Style» (2015)

J. Johnson, A. Alahi, Li Fei-Fei - «Perceptual Losses for Real-Time Style Transfer and Super-Resolution» (2016)

D. Ulyanov, V. Lebedey, A. Vedaldi, V. Lempitsky - «Texture Networks: Feed-forward Synthesis of Textures and
Stylized Images» (2016)

D. Ulyanov, A.Vedaldi, V. Lempitsky - «Instance Normalization: The Missing Ingredient for Fast Stylization» (2016)

Tian Qi Chen, M. Schmidt — «Fast Patch-based Style Transfer of Arbitrary Style» (2016)

V. Dumoulin, J. Shlens, M. Kudlur - «A Learned Representation for Artistic Style» (2016)

F. Luan, S. Paris, E. Shechtman, K. Bala - «Deep Photo Style Transfer» (2017)



https://arxiv.org/pdf/1508.06576.pdf
https://arxiv.org/pdf/1603.08155v1.pdf
https://arxiv.org/pdf/1603.03417.pdf
https://arxiv.org/pdf/1607.08022v2.pdf
https://arxiv.org/pdf/1612.04337.pdf
https://arxiv.org/pdf/1610.07629.pdf
https://arxiv.org/pdf/1703.07511.pdf

Style Transfer: Big Secret

* Few ideas:
* Let’s re-use (somehow) already trained Deep Neural Network.
* |terate image, not weights of the network (frozen weights)

e Author’s contributions:
* Introducing artificial system which can generate artistic images
* Developing descriptive statistic for image’s style by Deep CNN
* Method for separation style and content by Deep CNN

L. A. Gatys, A. S. Ecker, M. Bethge - «A Neural Algorithm of Artistic Style» (2015)



https://arxiv.org/pdf/1508.06576.pdf

Style Transfer: Intuition

Style Reconstructions
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L. A. Gatys, A. S. Ecker, M. Bethge - «A Neural Algorithm of Artistic Style» (2015)



https://arxiv.org/pdf/1508.06576.pdf

Style Transfer: Style Measure

* X,y - arbitrary images of the same size

* F!(x) - activations (feature maps) of I layer on input image x

e With fixed set of layers I (e.g. conv4 3, conv5 3, conv5 4):

G(l)(x) = ZM’N’ F(l) FI(Q - feature correlations in image x

1 .
Lstyie(x,y) = ZlNlM D (G(l) (x) — Gg) (¥))? - key idea of the paper!



Style Transfer: Content Measure

* X, Yy - arbitrary images of the same size

* Fl(x) - activations (feature maps) of /" layer on input image x
* F!(y) - activations (feature maps) of [t layer on input image y

Leontent (¥, D) = > X5i(FiY (x) — F{) (9))?



Style Transfer: Content + Style

X — input image with style
y — input image with content
a —image, generated by Gaussian noise

o - quantity of content (predefined constant)
B - quantity of style (predefined constant)

l1 - number of CNN layer used for content measure
[, - set of CNN layers used for style measure '

Ltotal(a: XY, ll: lZ) = ax* Lcontent(a' Y, ll) + ﬁ * Lstyle(a; X, lZ) - to minimize



Style Transfer: Experimental details

VGG-19 - CNN architecture used for all experiments

Replace all Max Pool by Avg Pool©

a = 1073 - content constant

p =10~* - style constant

e Optimizer - Stochastic Gradient Descent

VGGNet
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Style Transfer: Results obtained




Content / Style Trade-Off




Style Transfer: Results obtained




Ok. Is task of style transfer solved?

Drawbacks:

* Too slow — each style transfer call requires running optimization procedure.

* Optimization requires a bunch of memory to store all needed variables.

e Can we combine multiple styles for single content?

 We know how to measure performance, but what about quality of the result?!
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Improved Style Transfer: New ideas

* Let’s put all the computational burden to the learning stage (!)

Style Target 4 re1u1 2 ;é.relu2.2 ¢ relu3.3 ,d.relud 3
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J. Johnson, A. Alahi, Li Fei-Fei - «Perceptual Losses for Real-Time Style Transfer and Super-Resolution» (2016)



https://arxiv.org/pdf/1603.08155v1.pdf

Improved Style Transfer: New ideas

Changes for Gatys approach:
e Limited-memory BFGS as optimization procedure
* Total Variance loss to make output image smoother
* VGG-16 instead of VGG-19 (!)
* 500 iteration of optimization procedure https://github.com/iciohnson/neural-style

https://github.com/jcjohnson/fast-neural-style

7 = arg myin )\Cﬁqﬁit(y, Ye.) + )\Sff{;ge(y: Ys) + Arvirv (y)

New method (with additional network):
* MS COCO data (80k images)
* Encoder-Decoder architecture (similar to Semantic Segmentation problems)
* 40000 iterations with Adam optimizer with batch size = 2

J. Johnson, A. Alahi, Li Fei-Fei - «Perceptual Losses for Real-Time Style Transfer and Super-Resolution» (2016)



https://github.com/jcjohnson/neural-style
https://github.com/jcjohnson/fast-neural-style
https://arxiv.org/pdf/1603.08155v1.pdf

Improved Style Transfer: Results

Gatys et al [10] Speedup
Image Size || 100 300 500 Ours | 100 300 500
206 x 256 || 3.17 9.52s 15.86s | 0.015s ||212x 636x 1060x
012 x 512 ||10.97 32.91s 54.85s | 0.05s ||205x 615x 1026x
1024 x 1024(|42.89 128.66s 214.44s| 0.21s ||2058x 625x 1042x
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Improved Style Transfer: Results
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Improved Style Transfer: Results
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Improved Style Transfer: Results
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D. Ulyanoy, V. Lebedeyv, A. Vedaldi, V. Lempitsky - «Texture Networks: Feed-forward Synthesis of Textures and
Stylized Images» (2016)



https://arxiv.org/pdf/1603.03417.pdf

Improvements: Instance Normalization

e Style Transfer should not depends on contrast.
* Nice practical observation:
* |If we train on more images, we get poorer results ®
* |f we train network more on just 16 images, we need to stop
earlier

(c) Low contrast content image. (d) Stylized low contrast image.

So, What’s wrong?!

D. Ulyanov, A.Vedaldi, V. Lempitsky - «Instance Normalization: The Missing Ingredient for Fast Stylization» (2016)



https://arxiv.org/pdf/1607.08022v2.pdf

Improvements: Instance Normalization

Batch Normalization:
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D. Ulyanov, AVedaldi, V. Lempitsky - «Instance Normalization: The Missing Ingredient for Fast Stylization» (2016)



https://arxiv.org/pdf/1607.08022v2.pdf

Improvements Instance Normalization

*\“ R\
D. UIyanov AVedaIdl V. Lempitsky - «Instance Normalization: The Missing Ingredient for Fast Stylization» (2016)



https://arxiv.org/pdf/1607.08022v2.pdf

Recap: Style Transfer drawbacks

Drawbacks:
* Too slow — each style transfer call requires running optimization procedure - Done
e Optimization requires a bunch of memory to store all needed variables. - Done
* Can we combine multiple styles for single content? — Nope®
* We know how to measure performance, but what about quality of the result?!

OK, Can we deal somehow with that?



Combining Multiple Styles

 Can we transfer
multiple styles by
single DNN?




Combining Multiple Styles

Style transfer

fully connected

e e - o — o ——

OK. What’s new? Just see new pictures & redefinition!

V. Dumoulin, J. Shlens, M. Kudlur - «A Learned Representation for Artistic Style» (2016)



https://arxiv.org/pdf/1610.07629.pdf

Conditional Instance Normalization

A

Ys, Bs — style-dependent variables. — Key Idea!

Benefits:

* Single Network for N styles.

* One forward pass to obtain all N stylizations (vs N-passes in previous) ©
* Much less parameters to obtain N-stylizators

N styles



Combining Multiple Styles
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V. Dumoulin, J. Shlens, M. Kudlur - «A Learned Representation for Artistic Style» (2016)



https://arxiv.org/pdf/1610.07629.pdf

Blending Multiple Styles
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Applying Artistic style for videos

* https://www.youtube.com/watch?v=Khuj4ASIdmU



https://www.youtube.com/watch?v=Khuj4ASldmU

Deep Photo Style Transfer

(b) Neural Style (d) Our result

F. Luan, S. Paris, E. Shechtman, K. Bala - «Deep Photo Style Transfer» (2017)



https://arxiv.org/pdf/1703.07511.pdf

Deep Photo Style Transfer

* No spillovers
* No in-paintings

F. Luan, S. Paris, E. Shechtman, K. Bala - «Deep Photo Style Transfer» (2017)



https://arxiv.org/pdf/1703.07511.pdf

Style Transfer: Practical Applications

Services & apps:
* Prisma
* Vinci
* Mlvch
* Pikazo
e deepart.io
* Google Deep Dream
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