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ʀʩʢʫʩʩʪʚʝʥʥʳʡ ʠʥʪʝʣʣʝʢʪ: ʬʘʥʪʘʩʪʠʢʘ  
HAL 9000 (1968 ʛ.) 



ʀʩʢʫʩʩʪʚʝʥʥʳʡ ʠʥʪʝʣʣʝʢʪ: ʨʝʘʣʴʥʦʩʪʴ 



ʂʘʢʠʝ ʟʘʜʘʯʠ ʨʝʰʘʝʪ ʢʦʤʧʴʶʪʝʨʥʦʝ 

ʟʨʝʥʠʝ? 



ʈʘʩʧʦʟʥʘʚʘʥʠʝ ʠʟʦʙʨʘʞʝʥʠʡ 



ɼʝʪʝʢʪʠʨʦʚʘʥʠʝ ʦʙʲʝʢʪʦʚ ʥʘ ʠʟʦʙʨʘʞʝʥʠʷʭ 



ʉʝʤʘʥʪʠʯʝʩʢʘʷ ʩʝʛʤʝʥʪʘʮʠʷ 



[ʈʘʩʩʘʜʠʥ, 2017] 

ʇʨʝʜʩʢʘʟʘʥʠʝ 
ʥʝʡʨʦʩʝʪʝʚʦʠ↑ ʤʦʜʝʣʠ  

ʆʨʠʛʠʥʘʣʴʥʘʷ 3D↑ 
ʤʦʜʝʣʴ 

ʆʰʠʙʢʘ 

ɺʦʩʩʪʘʥʦʚʣʝʥʠʝ 3D ʤʦʜʝʣʠ ʧʦ ʠʟʦʙʨʘʞʝʥʠʶ 



ʊʝʢʩʪʦʚʦʝ ʦʧʠʩʘʥʠʝ ʠʟʦʙʨʘʞʝʥʠʡ 

http://arxiv.org/abs/1411.4555 ñShow and Tell: A Neural Image Caption Generatorò  

ʊʝʢʩʪʦʚʦʝ ʦʧʠʩʘʥʠʝ ʠʟʦʙʨʘʞʝʥʠʡ 



https://arxiv.org/abs/1508.06576 ñA Neural Algorithm of Artistic Styleò  

ʇʝʨʝʥʦʩ ʩʪʠʣʷ 



ʆʙʨʘʙʦʪʢʘ ʠʟʦʙʨʘʞʝʥʠʡ ʣʠʮ (1). 

ɼʝʪʝʢʪʠʨʦʚʘʥʠʝ 



ʆʙʨʘʙʦʪʢʘ ʠʟʦʙʨʘʞʝʥʠʡ ʣʠʮ (2). 

ɺʝʨʠʬʠʢʘʮʠʷ 

Kumar et al, TPAMI, 2011 



ʆʙʨʘʙʦʪʢʘ ʠʟʦʙʨʘʞʝʥʠʡ ʣʠʮ (3). 

ʀʜʝʥʪʠʬʠʢʘʮʠʷ (ʨʘʩʧʦʟʥʘʚʘʥʠʝ) 

ɺʭʦʜʥʘʷ ʚʠʜʝʦ ʧʦʩʣʝʜʦʚʘʪʝʣʴʥʦʩʪʴ 

ʕʪʘʣʦʥʥʳʝ 

ʬʦʪʦʛʨʘʬʠʠ 



ʆʙʨʘʙʦʪʢʘ ʠʟʦʙʨʘʞʝʥʠʡ ʣʠʮ (4). 

ʈʘʩʧʦʟʥʘʚʘʥʠʝ ʧʦʣʘ ʠ ʚʦʟʨʘʩʪʘ 



ʆʙʨʘʙʦʪʢʘ ʠʟʦʙʨʘʞʝʥʠʡ ʣʠʮ (5). 

ʈʘʩʧʦʟʥʘʚʘʥʠʝ ʵʤʦʮʠʡ 



ʂʘʢ ʵʪʦ ʚʩʝ ʨʘʙʦʪʘʝʪ? 



DLI-Teaching Kit 

ʉʧʝʮʠʘʣʴʥʦ ʩʧʨʦʝʢʪʠʨʦʚʘʥʥʳʝ ʧʨʠʟʥʘʢʠ + ʦʙʫʯʘʝʤʳʡ ʢʣʘʩʩʠʬʠʢʘʪʦʨ 

MFCC 

fixed unsupervised supervised 

Mix of 

Gaussians 
Classifier 

fixed unsupervised supervised 

Low-level  

Features 

Mid-level  

Features 

SIFT HoG 
K-means Sparse 

Coding 
Classifier Pooling 

ñSimpleò Trainable  

Classifier 

Hand-crafted  

Feature Extractor 

ʈʘʩʧʦʟʥʘʚʘʥʠʝ ʨʝʯʠ 

ʈʘʩʧʦʟʥʘʚʘʥʠʝ ʠʟʦʙʨʘʞʝʥʠʡ 

ʊʨʘʜʠʮʠʦʥʥʳʡ ʧʦʜʭʦʜ 



Deep learning 



DLI-Teaching Kit, Zeiler & Fergus 2013 

ï End-to-end learning /  Feature learning /  Deep learning 

 ʆʙʫʯʘʝʤʳʝ ʧʨʠʟʥʘʢʠ + ʦʙʫʯʘʝʤʳʡ ʢʣʘʩʩʠʬʠʢʘʪʦʨ 

Trainable  

Classifier 

Trainable  

Feature Extractor 

Low-level 

feature 

Trainable 

classifier 

High-level 

feature 

Mid-level 
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Deep learning=Learning 

representations/features 



ʂʨʦʩʩ-ʢʦʨʨʝʣʷʮʠʷ 

ʉʚʝʨʪʢʘ (convolution) 

Ketkar  ñDeep Learning with Pythonò 

ʃʠʥʝʡʥʘʷ ʬʠʣʴʪʨʘʮʠʷ (1). ʆʜʥʦʤʝʨʥʳʡ 

ʩʠʛʥʘʣ  



OpenCV: filter2D() DLI-Teaching-Kit 

http://intellabs.github.io/RiverTrail/tutorial/ 

ʃʠʥʝʡʥʘʷ ʬʠʣʴʪʨʘʮʠʷ (2). ɼʚʫʤʝʨʥʳʡ ʩʠʛʥʘʣ 

(ʠʟʦʙʨʘʞʝʥʠʝ) 



Ponce çComputer vision: models, learning and inferenceè  

ɻʘʫʩʩʦʚʩʢʠʡ ʬʠʣʴʪʨ (smoothing, blurring) 



Ponce çComputer vision: models, learning and inferenceè  

ʌʠʣʴʪʨʳ ɻʘʙʦʨʘ  



ʉʚʝʨʪʦʯʥʳʝ ʥʝʡʨʦʥʥʳʝ ʩʝʪʠ 



DLI-Teaching-Kit 

pooling  
subsampling 

ñSimple cellsò ñComplex 

cellsò 

Multiple  
convolutions 

[Hubel & Wiesel 1962], Cognitron & Neocognitron [Fukushima 1974-1982] 

[LeCun et al. 89], [LeCun et al. 98]  

ʅʝʤʥʦʛʦ ʠʩʪʦʨʠʠ (1)  



DLI-Teaching-Kit 

ɸ ʧʦʪʦʤ ʧʦʷʚʠʣʠʩʴ: 

Å ImageNet [Fei-Fei et al. 2012] 

ï 1.5 ʤʠʣʣʠʦʥʘ ʠʟʦʙʨʘʞʝʥʠʡ   

ï 1000 ʢʘʪʝʛʦʨʠʡ (ʢʣʘʩʩʦʚ) 

Å ɹʳʩʪʨʳʝ NVIDIA Graphical Processing Units 

(GPU) 

ï 1 ʪʨʠʣʣʠʦʥ ʦʧʝʨʘʮʠʡ/ʩʝʢ. 

 

Backpack 

Flute 

Strawberry 

Bathing cap 

Matchstick 

Racket 

Sea lion 

ʅʝʤʥʦʛʦ ʠʩʪʦʨʠʠ (2)  



[Krizhevsky, Sutskever, Hinton 2012] 

ïɻʣʫʙʦʢʘʷ ʥʝʡʨʦʥʥʘʷ ʩʝʪʴ, ʦʙʫʯʝʥʥʘʷ ʩ ʧʦʤʦʱʴʶ ʦʙʨʘʪʥʦʛʦ 
ʨʘʩʧʨʦʩʪʨʘʥʝʥʠʷ ʦʰʠʙʢʠ ʥʘ NVIDIA GPU çwith all the tricks Yann came up with 
in the last 20 years, plus dropoutò (Hinton, NIPS  2012)è 

ïTop-5 Error rate: 15%. ʇʨʝʜʳʜʫʱʠʡ state of the art: 25% 

ï60M ʧʘʨʘʤʝʪʨʦʚ 

 

ïʂʫʧʣʝʥ Google ʚ ʷʥʚʘʨʝ 2013, ʧʦʷʚʠʣʘʩʴ ʚ Google+ Photo Tagging ʚ ʤʘʝ 2013 

ʅʝʤʥʦʛʦ ʠʩʪʦʨʠʠ (3)  



ïVGGNet (16, 19) 

ïGoogLeNet 

ïInception (v1-3) 

ïResNet 

ïWide ResNet 

é 

ʩʦʜʝʨʞʘʪ ʩʧʝʮʠʘʣʴʥʳʝ ʙʣʦʢʠ ʩʣʦʝʚ 

ʉʣʦʞʥʦʩʪʴ ʩʝʪʝʡ ʨʘʩʪʝʪ    

  VGGNet  (138ʄ ʧʘʨʘʤʝʪʨʦʚ) 

GoogLeNet/Inception (25ʄ ʧʘʨʘʤʝʪʨʦʚ) 

http://cs.unc.edu/~wliu/papers/GoogLeNet.pdf  
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ʊʘʢ ʤʥʦʛʦ ʥʝʡʨʦʥʥʳʭ ʩʝʪʝʡ 



R-CNN (Region Convolutional Neural Network) 

YOLO (You only look 

once)+Darknet  
PVANet 

SSD: Single shot multibox 

detector 

5.93 s. 

handbag: 29%, person: 

75%, person: 84%, cow: 

87% 

1.279s, 200 object 

proposals 

('cow', 

0.99929786)('person', 

0.99882239)('person', 

0.98628533) 

6.330s, 200 object proposals 

cow: 1.00, person: 1.00, 

person: 1.00 

arxiv.org/abs/1612.08242 arxiv.org/abs/1611.08588 arxiv.org/abs/1611.08588 

ɼʝʪʝʢʪʠʨʦʚʘʥʠʝ ʦʙʲʝʢʪʦʚ. R-CNN 



ɼʦʦʙʫʯʝʥʠʝ ʩʝʪʠ (fine-tuning) 

ʇʝʨʝʥʦʩ ʟʥʘʥʠʡ 



ʅʝʫʞʝʣʠ ʚʩʝ ʪʘʢ ʩʣʦʞʥʦ? 



ʬʦʪʦ 

ʀʥʩʪʨʫʤʝʥʪ ʗʟʳʢ ʧʨʦʛʨʘʤʤʠʨʦʚʘʥʠʷ 

Tensorflow Python, C++ 

Keras Python 

Theano Python 

Caffe C++, Python, Matlab 

Torch/PyTorch Lua, C, Python (PyTorch) 

Caffe2 Python, C++ 

CNTK Python, C++, C#, Java 

Misc (deeplearning.net/software_links/) 

ʇʨʦʛʨʘʤʤʥʳʝ ʠʥʩʪʨʫʤʝʥʪʳ 

Å Intel (Perceptual Computing)/ItSeez 
(OpenCV)  

Å Microsoft (CNTK) 

Å Google (TensorFlow) 

Å Yandex ʇʘʣʝʭ, DataFactory 



https://github.com/beamandrew/deep_learning_works/blob/master/mnist.py 

def get_cnn(n_classes):  Train: 

model = Sequential() 

model.add(Convolution2D(32, 3, 3, activation='relu', 

input_shape=(28,28,1))) 

model.add(Convolution2D(32, 3, 3, activation='relu')) 

model.add(MaxPooling2D()) 

model.add(Convolution2D(64, 3, 3, activation='relu')) 

model.add(Convolution2D(64, 3, 3, activation='relu')) 

model.add(MaxPooling2D()) 

model.add(Flatten()) 

model.add(Dropout(0.2)) 

model.add(Dense(128, activation='relu')) 

model.add(Dropout(0.5)) 

model.add(Dense(n_classes, activation='softmax')) 

model.compile(optimizer='Adamô, 

                  loss='categorical_crossentropyô, 

                  metrics=['accuracy']) 

return model 

model = get_cnn(n_classes) 

 

model.fit(X_train_fold, 

one_hot_fold, nb_epoch=200) 

 

score =model.evaluate 

(X_final_test, one_hot_final_test, 

batch_size=128)) 

 

  

 

Keras 



https://www.tensoreditor.com 

TensorFlow Editor 



ʆʙʨʘʙʦʪʢʘ ʠʟʦʙʨʘʞʝʥʠʡ ʥʘ 

ʤʦʙʠʣʴʥʳʭ ʫʩʪʨʦʡʩʪʚʘʭ? 



ïʄʘʣʦ ʧʘʤʷʪʠ!?  

Å64-256 ɻʙ ʥʘ Samsung S9+ ʠ IPhoneX 

 

ïʅʠʟʢʘʷ ʚʳʯʠʩʣʠʪʝʣʴʥʘʷ ʵʬʬʝʢʪʠʚʥʦʩʪʴ!? 

ʅʦ MobileNet inference time:  

Å50-60 ʤʩ ʥʘ Samsung S9+  

Å20 ʤʩ ʥʘ MacBook 2016 

 

ïʕʥʝʨʛʦʧʦʪʨʝʙʣʝʥʠʝ! 

ïɼʨʫʛʘʷ ʧʣʘʪʬʦʨʤʘ (Android, iOS). ɻʜʝ Python? 

ʆʩʦʙʝʥʥʦʩʪʠ ʤʦʙʠʣʴʥʳʭ ʫʩʪʨʦʡʩʪʚ 



ï28 ʩʣʦʝʡ 

ïɺʝʨʦʷʪʥʦʩʪʴ ʦʰʠʙʢʠ (ImageNet 
Top-5): 12.81% 

ï4.2M ʧʘʨʘʤʝʪʨʦʚ 

Depthwise convolution 

https://arxiv.org/abs/1704.04861 

MobileNet v1 



ïImageNet Top-1 ʪʦʯʥʦʩʪʴ: 74.7% 
(ʩʨ. ʩ 70.6% ʜʣ ̫MobileNet v1) 

ï6..9M ʧʘʨʘʤʝʪʨʦʚ 

Bottleneck residual block 

http://arxiv.org/abs/1801.04381 

ʂʘʞʜʘʷ ʩʪʨʦʢʘ ʚ ʪʘʙʣʠʮʝ ï ʦʧʠʩʘʥʠʝ 

ʩʣʦʷ, ʢʦʪʦʨʳʡ ʧʦʚʪʦʨʷʝʪʩʷ n ʨʘʟ. 

MobileNet v2 



ʈʘʩʧʦʟʥʘʚʘʥʠʝ ʧʦʣʘ ʠ ʚʦʟʨʘʩʪʘ 



ʇʨʦʬʠʣʴ ʧʦʣʴʟʦʚʘʪʝʣʷ ʧʦ ʨʝʟʫʣʴʪʘʪʘʤ 

ʛʨʫʧʧʠʨʦʚʢʠ ʣʠʮ 

male 1987 female 1982 

female 2015  female 2016  male 2009 



ɼʝʪʝʢʪʠʨʦʚʘʥʠʝ ʦʙʲʝʢʪʦʚ (1). ʈʝʟʫʣʴʪʘʪʳ 

faster_rcnn_inception_resnet_v2_atrous_oid 



ɼʝʪʝʢʪʠʨʦʚʘʥʠʝ ʦʙʲʝʢʪʦʚ (2). ʈʝʟʫʣʴʪʘʪʳ 

faster_rcnn_inception_resnet_v2_atrous_oid 



ʇʨʦʬʠʣʴ ʧʦʣʴʟʦʚʘʪʝʣʷ. ʏʘʩʪʦ 

ʚʩʪʨʝʯʘʶʱʠʝʩʷ ʦʙʲʝʢʪʳ 

Building:[171] Tree:[118] 

Car:[34] House:[25] 

Sculpture:[22] Tower:[22] 

Boat:[16] Fountain:[10] 

Picture frame:[9] Plant:[9] 

Castle:[8] Squirrel:[5] 

Flower:[4] Dinosaur:[4] 

Bench:[4] Train:[4] 

Palm tree:[3] Cannon:[3] 

Christmas tree:[3] Book:[3] 

Horse:[2] Office:[2] 



ʉʧʘʩʠʙʦ ʟʘ ʚʥʠʤʘʥʠʝ! 


